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Blog Searching: The First General-Purpose Source of Retrospective Public Opinion in the Social Sciences?

Mike Thelwall, School of Computing and Information Technology, University of Wolverhampton WV1 1SB, UK m.thelwall@wlv.ac.uk

Purpose – To demonstrate how blog searching can be used as a retrospective source of public opinion. 

Design/methodology/approach - In this paper a variety of blog searching techniques are described and illustrated with a case study of the Danish cartoons affair.

Findings - A time series analysis of related blog postings suggests that the Danish cartoons issue attracted little attention in the English-speaking world for four months after the initial publication of the cartoons, exploding only after the simultaneous start of diplomatic sanctions and a commercial boycott.

Research limitations/implications – Blogs only reveal the opinions of bloggers, and blog analysis is language-specific. Sections of the world and the population of individual countries that do not have access to the internet will not be adequately represented in blogspace. Moreover, bloggers are self-selected and probably not representative of internet users.

Originality/value - The existence of blog search engines now allows researchers to search blogspace for posts relating to any given debate, seeking either the opinions of blogging pundits or casual mentions in personal journals. It is possible to use blogs to examine topics before they first attracted mass media attention, as well as to dissect ongoing discussions. This gives a retrospective source of public opinion that is unique to blog search engines.

Introduction

There is a wide range of online information types that researchers can exploit. In addition to managed resources, such as digital libraries and repositories, the web hosts much general (implicit) information that can be used for direct evidence of online activities (i.e. how the web or web genres are used by particular groups) or indirect evidence of offline activities (i.e. insights the web can give about activities that happen predominantly offline). For instance, social science researchers have used hyperlinks between sets of web pages to reveal international communication patterns (Foot, Schneider, Dougherty, Xenos, & Larsen, 2003; Heimeriks, Hörlesberger, & van den Besselaar, 2003; Park, 2003) and others have used content analysis of web pages to reveal patterns of web use (Weare & Lin, 2000). Blogs in particular have attracted attention recently, with researchers studying blogging in general (Blood, 2004; Herring, Scheidt, Kouper, & Wright, 2006, in press), the use of blogs by sectors of society (Huffaker & Calvert, 2005; Schaap, 2004) or specific types, such as warblogging (Thompson, 2003), political (Adamic & Glance, 2005), informational (Bar-Ilan, 2005), photoblogs (Cohen, 2005) and high profile blogs (Trammell & Keshelashvili, 2005).

In parallel with academic research, there is now considerable commercial interest in blogs, particularly from market intelligence companies. Although the best-known blogs are probably those that comment on current events (filter blogs) or give specialist advice or information (k-blogs) the majority seem to be personal journals (Herring et al., 2006, in press), and so it seems likely that analysing large numbers of blogs may reveal interesting trends in the personal opinions of bloggers. Companies such as IBM and Microsoft are developing software for this (Gamon, Aue, Corston-Oliver, & Ringger, 2005; Gruhl, Guha, Liben-Nowell, & Tomkins, 2004) and there are now specialist intelligence businesses like Custom Communication, Umbria Communications and Nielsen BuzzMetrics that offer related marketing services (e.g., Glance, Hurst, & Tomokiyo, 2004). There is also military interest in this type of information (Sharp, 2006).

Whilst market intelligence companies may monitor millions of blogs in order to evaluate advertising campaigns or brand perceptions (even if as few as 1 in 100,000 posts mention relevant products), the same technology gives a unique new source of information to social scientists. Social science research is often concerned with public opinion or attitudes, perhaps elicited through methods such as surveys, interviews and ethnographies. A new method made possible by blog search engines, however, is to retrieve and analyse relevant blog postings, assuming that some exist. This can give fast, non-intrusive insights into any blogged topic. Moreover, these insights can be gained from a specified period in the past, if necessary, by using date-specific searches. Questions can often be difficult to answer with certainty in retrospect, for example by surveying people to see what they thought, because it is difficult to recall prior opinions and judgements about the importance of issues. We tend to think that we would have predicted the current situation, which is known as hindsight bias (Fischhoff & Beyth, 1975), or that the current outcome was inevitable, even if we had not foreseen it (Blank & Nestler, 2006). Blogs are a good source of retrospective public opinion for this because controversial issues seem to be particularly well aired in blogspace, and because blog postings are normally not deleted and can hence form a historical record of the volume and nature of debates. One particularly suitable application is the analysis of news stories, especially in the light of blog-specific media issues, such as the potential for blogs to be used as an alternative channel of information (Bond & Abtahi, 2005; Coleman, 2005; Thompson, 2003), with potential repercussions for social science concepts such as the public sphere (Habermas, 1989, 1991) and theories such as the propaganda model of media bias (Herman & Chomsky, 1988).

In this paper we describe some current commercial methods for exploiting online sources for public opinion and potential applications in the social sciences. A case study of the Danish cartoons affair is used to illustrate a social science style of analysis and some of the methods. We claim that blog monitoring gives the first ever practical source of retrospective public opinion and that it is particularly suitable for finding the causes of changes in public opinion.

Mining Consumer-Generated Media 

Data sources

The phrase Consumer-Generated Media (CGM), apparently coined by Nielsen BuzzMetrics, is useful for understanding the value of online information for public opinion. CGM refers to freely available online content created by a reasonably wide variety of people. Specifically excluded is content created by professional journalists, advertisers and web site designers. CGM includes blogs, email discussion lists, bulletin boards and chat rooms. A company offering a CGM service will continually monitor a collection of CGM sources, building up a vast database of non-professionally created content. Each item in the database will be associated with a specific date and time. The exact composition of this database will be a secret for each company but it seems likely that blogs will form the majority of the data and that the list of sources will be periodically updated to make up for old sources dying.

Indexing and mining

Extracting useful information from a CGM database (or corpus) is analogous to finding a needle in a haystack. This is because for any application it is likely that a tiny fraction of the information is relevant, perhaps 0.001% or less. The reason why needles (e.g., relevant blog postings) can be found easily in the modern digital CGM database haystack is due to the traditional information science technique of indexing (Baeza-Yates & Ribeiro-Neto, 1999): the same method that allows Google to search billions of pages in less than a second (or seem to). The CGM database index entry for each word is a list of all sources containing that word. This entry can easily be used to generate a list or time series of the number of relevant posts per day. More complex techniques from the computer science field of text mining can also be used to get more targeted information (Gamon et al., 2005; Gruhl, Guha, Kumar, Novak, & Tomkins, 2005).

Brand awareness and marketing campaigns

Suppose that a drinks company wants to know whether its current advertising campaign has raised brand awareness. This could be assessed by comparing the number of blog postings mentioning the name after the campaign with the number before. Any increase large enough to be registered, even from one to two posts per million, would be evidence of success. Moreover, aggregating increases across campaigns could provide benchmarks for comparison purposes, perhaps predicting future sales (Gruhl et al., 2005). Of course, an advertiser might get the same information from other sources but CGM may be cheaper and faster since it does not need human involvement, in contrast to interviews, questionnaires and focus groups. Moreover, as a passive method, it is particularly suited to ‘awareness’ questions.

Disaster management

CGM databases can be used for retrospective analyses of unexpected disasters. For instance if negative news about a product appears unexpectedly in the press, postings mentioning the product before the news can be compared with those occurring after to see the impact of the story. CGM seems to be the only alternative to continuous market research for conducting retrospective analyses in response to unexpected events. In some cases the company would probably be concerned with the content of the posts rather that just their volume, to see whether the perceptions were good or bad. Microsoft has developed algorithms to automatically extract opinions from unstructured text (Gamon et al., 2005), but human reading of the relevant posts or a random sample would be more effective for individual important cases. There have also been cases recently where negative stories have originated in blogs (BBC, 2006), and for this kind of ‘disaster’, blogs would be the perfect source of information about the information spread.

Time series scanning

The time series scanning approach (Gruhl et al., 2004; Thelwall, Prabowo, & Fairclough, 2006) involves (a) selecting data that is relevant to an information need, e.g. blog posts containing a given brand name, and (b) scanning word usage statistics for the selected data to identify words (or nouns or noun phrases) that have changing associations with the topic, as expressed in changing co-occurrences. For example, if the proportion of blog posts mentioning a brand name in conjunction with a negative word (e.g. breakdown, fault) suddenly increases, then this flags a potential problem.

Social Science Applications of Blog Searching

In this section we primarily discuss blogs rather than the full range of CGM because many powerful blog search tools are freely available online. In principle, most of the methods here are not specific to blogs, however, and could be applied to any CGM database. The techniques mirror those in commercial use, as described above. Here we focus upon how the methods may be used in practice by social scientists. They vary from simple existing tools that any social scientist could use to more specialist tools which imply a more significant investment of time and computing resources. 

Blog searches 

The simplest useful method to find public opinion is to use a blog search engine such as blogpulse.com, IceRocket.com, sphere.com or blogsearch.google.com and enter a date-specific search, selecting query terms relevant to the topic. An appropriate query should produce a list of mainly relevant blog postings. The irrelevant postings can be manually filtered out if there are not too many. A researcher can then read the matching posts to gain topic insights. This could be a relatively fast and casual process designed to gain quick insights, a more formal procedure like content analysis (Neuendorf, 2002) or a qualitative methodology. For instance, a content analysis at different points in time could provide evidence of a change in the nature of topic-relevant discussions before, during and after a key event. Alternatively, the same before-during-after approach may be used to show that a particular type of discussion coincided with an important event and perhaps caused it.

Time series graphs

Some blog search engines can produce time series graphs for searches that show the number of posts matching the query over a (typical) six months period (e.g., blogpulse.com, icerocket.com, technorati.com). These graphs can be manually inspected to identify significant changes, such as sudden bursts of discussion. The graphs are sometimes normalised for the total volume of postings (e.g. blogpulse.com). In other words they report the percentage of postings per day matching the query. This is useful because the total number of postings per day varies periodically, for example with fewer posts at the weekends and more when there is a major news event (Thelwall & Prabowo, 2007, to appear). Hence the percentage statistic is more reliable for identifying trends than the total number of posts. When interpreting the graphs, it is also important to check the volume of postings, however. For small numbers of postings (e.g., less than 5) the graphs tend to be very spiky and the spikes represent normal fluctuations in posting. For larger volumes of postings (e.g., 50) the same size spikes would represent a far more significant variation in posting, probably with an underlying cause. Low volume graphs can be identified because the percentages reported are small, e.g. less than 0.01%, and because they are very jagged. If necessary, more formal statistical time series methods could be used on the underlying data to get more robust results (e.g., Gruhl et al., 2004).

Combined time series graphs

It is sometimes possible to track subdebates within larger debates using time series graphs. This can be achieved using Boolean searches. For instance, suppose that query Q1 identifies a topic and Q2 a subtopic. Then a combined graph of Q1 in comparison to a graph of the Boolean expression Q1 AND Q2 may indicate the progress of the subdebate within the overall debate. This is particularly useful in conjunction with a content analysis of blog postings. The content analysis can suggest hypotheses about the most important subdebates within a topic and then these hypotheses can be checked through combined time series graphs.

Time series scanning 

Time series scanning is not freely available online and requires specialist software and data collection. Time series scanning has been used in a social sciences context, however, and has been used to identify debates relevant to a given broad topic (Thelwall, 2006; Thelwall & Hellsten, 2006, to appear; Thelwall & Prabowo, 2007, to appear). One specific application has been to identify public debates relating to public concerns about science (Thelwall et al., 2006). A search was used to select postings containing a synonym of ‘science’ together with an expression of concern. These were then automatically scanned to identify words that exhibited sudden increases in use. The method successfully identified debates including stem cell research and mobile phone radiation. The research used a specially-collected CGM database of over 19,000 blogs and news feeds and specialist software to process the data. Although the data and tools from this project are freely available from its authors, its CGM database is at least a hundred times smaller than Nielsen BuzzMetrics’ and hence only suitable for widely-discussed topics. An alternative strategy for social scientists with a relatively rare topic to analyse would be to pay for a similar service from a commercial provider.

Manual spike detection

The automatic time series scanning method discussed above is unlikely to be a realistic option for most researchers. A simpler and probably reasonably effective alternative is to manually identify spikes in a relevant time series graph and then to conduct a (formal or informal) content analysis of posts from the dates of the spikes to see what caused them. Once an apparent cause has been identified, it can be verified as being associated with the debate by plotting an appropriate combined time series graph.

Limitations

Perhaps the biggest limitation with using blogs (and other similar sources) is that bloggers are unrepresentative of the general population. First, blog searches are almost inevitably language specific and so any results would not be fully international, even if an attempt was made to generate multi-lingual samples by combining multiple language queries. Second, it is difficult to identify the geographic origin of bloggers because many major blog sites are international and open access so their members could come from anywhere. Similarly, demographic information is not naturally part of blogs. In some cases bloggers report very brief biographical information or it is clear who they are from the blog content (e.g. if the topic is job-specific or geography-specific). For large scale analyses, however, extracting significant information about enough bloggers is difficult, and would require investment in software development or human classifiers.

The practical implication of the above problems is that many researchers will be faced with data about a collection of unknown types of bloggers. For example an English language blog search could return a varied mix of native English speaking bloggers from the US, UK, Australia, New Zealand, Ireland, South Africa, Singapore and others, together with non-native speakers of English from anywhere who blog in English as an international communication language. This would be a problem in most types of research except where the focus is on the blogosphere itself. A partial solution in other cases would be to classify a random sample of bloggers to identify their approximate spread of origins. Nevertheless, for someone seeking geographic information such as the reaction of Australian bloggers to an international topic then the standard blog search engines would be difficult to use – the only solution would be to manually filter out irrelevant postings (i.e., bloggers). This may change if blog search engines start to offer national versions, although, as discussed above, this seems technically difficult to achieve. A partial solution in some cases would be to search nation-specific blogspaces, for example blogspaces designed for Iranians, and ignore blogs in international blog spaces. This alternative has its own problem: the typical lack of specialist blog search tools other than free text search (e.g. www.parsiblog.com) making time series analysis difficult. 


A third blog research limitation is that bloggers are not typical citizens. They have regular access to the web and some technical capability. Moreover, they are self-selected in their desire to publish their thoughts online. Even in extensive Internet and blogging countries such as the US, research has shown that bloggers are demographically biased (Lin & Halavais, 2004) for example with about half being students (Herring et al., 2006, in press). Hence blogs cannot be claimed to reflect general public opinion anywhere in the world, and this limits the generalisations that can be made from blog research.

Finally, an important practical issue in CGM analyses is the widespread occurrence of spam blogs (splogs) (Kolari, Java, & Finin, 2006). These are computer generated blogs created by combining content from other blogs and news feeds, and designed to sell advertising or to affect search engine ranking. Splogs are undesirable for social science research because they are not human generated and hence do not reflect public opinion. Although splogs can probably be identified by trained human classifiers and hence eliminated from content analyses, this is not possible for time series graphs since they typically cover too much data. Hence time series graphs need to be interpreted with caution and any key findings from them verified, for example by checking a random sample of posts to estimate the percentage of spam on critical days.

Danish Cartoons Case Study 

Our case study is the Danish Cartoons debate and, more specifically, the cause of it becoming a major discussion topic. The start of the affair occurred on September 30, 2005 when the Danish Jyllands-Posten newspaper published 12 cartoons of the prophet Muhammad, and by February, 2006 it had become a major news topic. The publication of the cartoons caused offence to some Muslims, leading to many protests and boycotts of Danish food. There was a debate in the western press about whether publishing the cartoons should be defended as a free speech act or condemned as inappropriate and offensive. This is an interesting case because of the length of time during which the issue was discussed. In retrospect it is difficult to assess the course of debate. For example, did it grow suddenly or slowly? Did the initial publication trigger the discussion or did something else? Had related blog discussions “contributed to riots worldwide” (Sharp, 2006)? 


We started by using time series graphs from blogpulse.com to track the volume of debate. For this we used the query:  cartoons AND (denmark OR danish). From a manual check of a selection of the results, the vast majority of posts matching this were about the issue. Figure 1 suggests that there was no significant blog debate until January 31, when it suddenly exploded.

The lack of significant debate before the end of January was cross-checked with Google blogsearch because it allows date-specific searches for previous years. A Google blogsearch for cartoons AND (denmark OR danish) between September 30, 2005 and January 20, 2006 found 712 matches – 6.3 posts per day. In contrast, Google reported 358 posts for the single day of January 31, 2006, a 57-fold increase.
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Figure 1. The cartoons debate: volume of blog postings related to the Danish cartoons debate (reproduced with permission).

What was the cause of the explosion in discussions? A cursory examination of the posts from January 26 matching the search suggested that the trigger event was the news that Danish companies in Saudi Arabia were suffering lost profits because of a cartoon-related boycott of Danish products, and that the Saudi government was withdrawing its ambassador from Denmark. We carried out an informal content analysis to test this hypothesis.

Topic categorisation

We used Google blogsearch (http://blogsearch.google.com) to retrieve a list of 219 blog postings from January 25-31, 2006. These were then classified by topic. Since we had no a priori ideas of the major discussions issues of the time (other than the boycotts and Saudi Ambassador) we used an inductive/clustering approach: devising new topics whenever a post was found that did not match any previous topic. Each post was assessed by a single classifier based upon a judgement of its central idea, and then cross-checked and organised into broader topics by a second classifier (the author). Table 1 shows the categories and number of posts in each one. Note that this is not a formal content analysis (Krippendorff, 1980) but an illustrative study.


From Table 1 it is clear that the key events triggering the discussion were the initiation of boycotts (e.g., from one blog: “Danish companies are loosing billions because of the Mohammed Cartoons”, http://iliveinq8.blogspot.com/2006/01/denmark.html) and diplomatic/political reactions (e.g., discussion of BBC story: “Saudis recall envoy in Danish row”http://www.westernresistance.com/blog/archives/001534.html). Less significant but also important was the issue of threats of retaliation for publication of the cartoons. There was a small amount of coverage of Middle East protests (other than boycotts) but the other categories are unlikely to be causes because they are not dependant upon specific events. Since the boycotts and diplomacy happened at the same time, it is not clear whether one was the main trigger, both contributed equally or the coincidence of their co-occurrence created a critical volume of interest to spark a major debate. This latter would be consistent with the punctuated equilibrium theory of politics (Baumgartner, 2006, to appear) which emphasises that major political shifts are often unpredictable and precipitated by coincidences of favourable circumstances.

Table 1. Main topics of blog postings January 26-30, 2006 matching the search: cartoons AND (Danish or Denmark).

	Broad category
	Specific topics
	Posts

	Diplomacy (mainly official or clerical announcements)
	US support, Clinton's reaction, Danish apology, Danish consul, Danish rejection of apology, Danish Imams, Imams' denunciation, Iran summoning Danish ambassador, Iraqi protest, Jordanian condemnation, Norway apology, Saudi ambassador, Saudi cleric's warning, Saudi Mufti's condemnation, Syria protest, UAE condemnation, UN resolution sought
	24% (45)

	Boycott
	Buy Danish, Danish boycott, retaliatory boycotts
	21% (40)

	Freedom of expression
	Freedom of expression
	18% (34)

	Information/debate
	Summary of current state, attempt to start genuine debate, rumours, travel warnings
	11% (21)

	Muslim vs. Western
	Anti-Muslim, Libya, Libyan Islam, Muslim apology rejection, Muslim insecurity, Muslim intolerance, Western tolerance, Western values
	11% (21)

	Threats of retaliation for cartoons
	Threats or warnings of possible Muslim retaliation/punishment for publication of the cartoons
	11% (21)

	Middle East protests
	Al-Aqsa demonstration, Palestinians storming EU office, Palestinian demonstrations against the US
	5% (9)



We claim that this is a strong example of a case where a small amount of work was able to give deep insights into an important issue of a kind that could only be gained from blogsearching or other CGM methods. Nevertheless, the example also highlights the limitations of the method due to its language bias (at least as applied here). It is important to recognise that a discussion of the Danish cartoons must have been taking place in the Middle East before January 2006 in order for a successful consumer boycott to have been organised. Presumably this debate was either almost exclusively in non-English languages or it was not blogged, which would be possible if it occurred through traditional channels, such as religious or other formal organisations. It is difficult to check this because of the lack of a blog search engine that gives significant results for any Middle Eastern language (at least none that we could find). Hopefully this will change in the future. A Google blog search in Farsi (Persian) found a similar initial low level of cartoon-related blogging (10 results for September 30, 2005 to January 1, 2006 but 340 for January 1 to February 31, 2006). Again caution is needed because it seems likely that blogs will significantly over-represent younger and more western-oriented people in the Middle East (e.g., Esmaili, Jamali, Neshati, Abolhassani, & Soltan-Zadeh, 2006).

The multiple graphing facility of BlogPulse was used to compare the importance of the issue of freedom and the boycotts (Figure 2). From this it seems that both were important issues for a prolonged period, but that freedom was more significant for the bloggers. In fact the graph indicates that until the end of January, these were debates of similar importance, with freedom becoming dominant (with four times the volume of postings) only during February. This would be consistent with the hypothesis that the debate was triggered by a reaction to the boycotts but was subsequently discussed as more of a freedom than economic issue. The graph is clearly only an approximation since it does not include synonyms of freedom or boycott and does not take into account the importance of either of the two concepts in any of the individual postings. We have not produced a graph for diplomacy because there were too many terms that could potentially be used to signify diplomatic activities.
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Figure 2. The cartoons debate: volume of blog postings related to freedom and boycotts (reproduced with permission).

Additional Analysis (time series scanning)

We conducted an automatic time series scanning analysis of the Danish Cartoons case study to illustrate the kind of extra information that this method can generate. Based upon 68,022 blogs and news feeds, we extracted postings containing cartoon(s) AND (Denmark OR Danish). For each of the 4,502,493 words in the corpus we constructed a time series of the percentage of blogs or news feeds on each day that contained the word out of all blogs in the corpus selected that day. For each word we than identified the day on which its increase in frequency compared to previous days was largest, and recorded that frequency increase. The monitoring covered January 27, 2006 to February 28, 2006: before these dates there was too little debate. We manually investigated the top 1000 words produced in this way. Broadly speaking these are the words that increased in usage most during the debate, for example the top two words were “ambassador” and “anger”. The following summarises the results of this analysis.

· Even though our query was an English phrase and the corpus is probably mainly English, with a few Danish sources, over half of the matches (578) were in Danish or were English-Danish bilingual. Unsurprisingly, this was a far more important issue in Denmark than in the English speaking world.

· Most of the new topics were introduced in January, and during February there seemed to be little new significant information until the end of the month. In parallel, there seemed to be relatively few facts but a lot of opinions expressed.

· The apparently unrelated subject of Palestine was a common topic. For example Hamas was mentioned at least once per day on most days. This suggests that the Danish cartoons affair was big enough to be incorporated into, or linked with, other news stories.

Discussion and comparison with other sources

How does the blog-generated information compare to other sources? There are many news sources that publish overviews of the debate, including timelines from the Wikipedia (http://en.wikipedia.org/wiki/Timeline_of_the_Jyllands-Posten_Muhammad_cartoons_controversy), the London Times (http://www.timesonline.co.uk/article/0,,3-2021760,00.html) as well as a specific section by the British Broadcasting Corporation (BBC) attempting to answer the question: “How did the row develop?” (http://news.bbc.co.uk/1/hi/world/4677976.stm). None of these sources are clear about the triggers that turned this into a major debate or the timing of its cross-over from its low-key beginnings. The BBC cites three major triggers that coincide with our results: the escalating diplomatic protests, the threats of retaliation for publication, and the boycott of Danish foods. It also mentions, however, the republication of the cartoons in various places, and an Arabic TV appearance of the Danish Prime Minister on February 2 (i.e., after the blog debate had grown significantly but before its February 7 peak), which do not seem to have been as significant, at least in blogspace. The Wikipedia timeline is particularly useful for cataloguing numerous low-profile debate-related events before the end of January, such as cartoon-related industrial unrest in Pakistan. Putting all of these sources together, it seems clear that a long period of unsuccessful low-level diplomatic pressure, limited debate and isolated protests lead to escalating diplomatic pressure and consumer boycotts at the end of January 2006 that turned the issue into a crisis.

The above discussion shows that the blog analysis has not unearthed specific events that were unknown in the press (who themselves perhaps used blogs or their own online news story hit count statistics) but has been able to give a quantitative background to help interpret the confusing set of facts and related events. Thus, despite the apparent gradual escalation of the issue, the blog graphs clearly indicate a trigger point rather than slowly increasing public concern. This is an important distinction for any retrospective analysis.

Summary

We claim that blog search engines are a valuable new data source that social scientists can use to track debates or for retrospective public opinion information. Insights can come from both reading posts on particular relevant dates or from viewing trends in the volume of discussion relevant to a topic. In addition, time series scanning techniques can also be used to get more detailed information about trends within a debate. Our case study showed that the methods can be effective but also highlighted limitations: only sectors of society that use the internet will be represented and this, together with language issues, is an important defect. In the case study the simplest techniques of content analysis and graphing seemed to be more effective at getting useful information than the more sophisticated time series scanning.
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